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A B S T R A C T   

Causal relationships, unlike mere co-occurrence, allow humans to obtain rewards and avoid punishments by 
intervening on their environment. Accordingly, explicit (controlled) evaluations of stimuli encountered in the 
environment are known to be sensitive to causal relationships above and beyond mere co-occurrence. In this 
project, we conduct stringent tests of whether implicit (automatic) evaluation also reflects causal relationships 
and begin to probe the representational mechanisms underlying such sensitivity. Participants (N = 4836) 
observed causal events during which two stimuli were equally contingent with positive or negative outcomes but 
only one of them was causally responsible for these outcomes. Across 6 studies, varying in design and amount of 
verbal scaffolding provided, differences in causal status consistently guided not only explicit measures of eval-
uation (Likert and slider scales; Bayes Factor meta-analysis: Cohen’s d = 0.28, BF10 > 1046) but also their implicit 
counterparts (Implicit Association Tests; Bayes Factor meta-analysis: Cohen’s d = 0.22, BF10 > 1029). However, 
unlike their explicit counterparts, implicit evaluations were not sensitive to causal relationships that had to be 
flexibly derived by combining disparate past experiences. Taken together, these studies suggest that implicit 
evaluations are sensitive to causal information. Such sensitivity seems to be mediated via precompiled, causally 
informed value representations rather than online computations over a causal model.   

1. Introduction 

Parents of newborns tend to keep diapers around, and they also tend 
to be less happy than their peers (Blanchflower, 2009). So, if you and 
your partner are hoping for a successful conception, here are some tips: 
Buy some diapers, and try not to have too much fun. 

We all know better, and for a good reason: Humans represent not just 
statistical relationships between variables in the world, but also the 
causal relations among them (Buckner, Andrews-Hanna, & Schacter, 
2008; Doll, Duncan, Simon, Shohamy, & Daw, 2015; Doll, Simon, & 
Daw, 2012; Lagnado, Waldmann, Hagmayer, & Sloman, 2007; as do 
nonhuman animals, Tolman, 1949). The logic of cause and effect enables 

us to explain the past, predict the future, plan our actions, and assign 
responsibility and blame. It tells us that having babies causes parents to 
buy diapers, but buying diapers doesn’t cause parents to have babies. 

In the present project we examine whether automatic cognition, and 
more specifically implicit evaluation, is in on the joke. Specifically, we 
use implicit evaluations as a test case to ask whether automatic cogni-
tion (Kahneman, 2011; Sloman, 1996) is sensitive to representations of 
causal structure.2 Automatic cognition is routinely indexed via implicit 
measures (e.g., Fazio, Sanbonmatsu, Powell, & Kardes, 1986; Greenwald 
& Banaji, 1995; Meyer & Schvaneveldt, 1971) and other forms of sub-
optimal processing, such as cognitive load or time pressure (e.g., Phillips 
& Cushman, 2017; Rand, 2016). Here we rely on a widely validated 
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measure of implicit evaluation, the Implicit Association Test (Green-
wald, McGhee, & Schwartz, 1998), to address the question of sensitivity 
to causal structure. 

Current theories in psychology (De Houwer, 2014, 2018; Kurdi & 
Dunham, 2020; Lieberman, Gaunt, Gilbert, & Trope, 2002; Sloman, 
1996, 2014; Smith & DeCoster, 2000; Strack & Deutsch, 2004) and 
philosophy (Gendler, 2008; Madva, 2016; Mandelbaum, 2016) diverge 
on this fundamental question. Moreover, existing empirical evidence is 
mostly indirect and ambiguous (Bading, Stahl, & Rothermund, 2020; De 
Houwer & Vandorpe, 2010; Gawronski & Brannon, 2021; Heycke & 
Gawronski, 2020; Hu, Gawronski, & Balas, 2017; Hughes, Ye, Van 
Dessel, & De Houwer, 2018; Moran & Bar-Anan, 2013; Moran, Bar- 
Anan, & Nosek, 2015). 

Against this background of mixed existing evidence and opposing 
theoretical positions, the present experiments demonstrate that partic-
ipants’ causal representations influence their automatic judgments. In 
addition, the present experiments also constrain theories of how causal 
information reflected by implicit evaluations is represented in memory. 
Some current theories propose that automatic processes perform com-
putations organized around causal principles and do so over explicit 
representations of causal relations (De Houwer, 2018; Mandelbaum, 
2016; Sloman, 2014). An alternative theory is that such computations 
are not themselves a part of implicit evaluation, but instead generate 
precompiled representations that can be quickly retrieved during im-
plicit evaluation (Kurdi & Dunham, 2020). In support of the second 
possibility, we find that implicit evaluations (unlike explicit ones) do not 
spontaneously integrate two elements of causal knowledge presented at 
separate time points (A → B, B → C) to derive a novel causal relation at 
evaluation time (A → C). This finding suggests that the processes sub-
serving implicit evaluation do not operate over a causal model, but 
instead rely on causally informed representations compiled during prior 
learning. 

1.1. Against the role of causal structure in implicit evaluation 

Human cognition, including evaluation, involves many different 
kinds of process. Some are relatively fast, automatic, and unconscious, 
whereas others are relatively slow, effortful, and conscious (Greenwald 
& Banaji, 1995; Lieberman et al., 2002; Sloman, 1996; Smith & DeCo-
ster, 2000; Strack & Deutsch, 2004). The first type of process is routinely 
indexed via implicit measures involving time pressure, cognitive load, or 
misattribution, whereas the second type of process is routinely indexed 
via self-report. There is considerable interest in the organizational 
principles underlying this division. A recurrent theme, spanning decades 
of theorizing, is that automatic cognition, and more specifically implicit 
evaluation, emerges from associative representations, while controlled 
cognition, and more specifically explicit evaluation, can draw on causal 
representations. 

In his seminal review, Sloman (1996) proposes that “[r]ather than 
trying to reason on the basis of an underlying causal or mechanical 
structure, [implicit evaluation] constructs estimates based on underly-
ing statistical structure” (p. 4). Similarly, according to Lieberman et al. 
(2002), when implicit evaluation is confronted with a causal inference 
problem, it “[…] simply estimates the similarity or associative strength 
between the antecedent and the consequent” (p. 210) without taking 
into account the direction of the causal relationship or the presence of 
confounding variables (see also Smith & DeCoster, 2000; Strack & 
Deutsch, 2004). Complementary arguments have also been made in 
philosophy, perhaps most prominently by Gendler (2008) who posits a 
distinction between purely associative and arational aliefs (implicit 
evaluation) and propositional and rational beliefs (explicit evaluation). 
Similarly, Madva (2016) contends that implicit evaluations are uniquely 
sensitive to “spatiotemporal relations in thought and perception” (p. 
2659) but do not reflect how stimuli are related to each other, including 
their participation in causal relationships. 

The claim that implicit evaluation is subserved by associative 

representations, and is insensitive to causal relationships, has some 
direct experimental support (Moran et al., 2015; Moran & Bar-Anan, 
2013). In these studies, one family of novel creatures were repeatedly 
shown to cause a pleasant auditory stimulus to start, while a second 
family of creatures were repeatedly shown to cause that stimulus to stop; 
a third and a fourth family of creatures started or stopped unpleasant 
stimuli. If a cognitive process is sensitive only to statistical information 
and not to causal relationships, both creature families co-occurring with 
the pleasant stimulus should be evaluated positively and both creature 
families co-occurring with the unpleasant stimulus should be evaluated 
negatively. By contrast, if a cognitive process also reflects causality, then 
the creatures ending, rather than starting, stimuli should be evaluated 
opposite of the valence of the stimulus with which they had been paired. 

Moran and Bar-Anan (2013) obtained the former (associative) 
pattern of results on implicit (indirect) measures, including the Implicit 
Association Test (IAT; Greenwald et al., 1998) and the Sorting Paired 
Features Task (SPF; Bar-Anan, Nosek, & Vianello, 2009) and the latter 
(causal) pattern of results on explicit (self-report) measures. However, in 
a subsequent experiment conducted by the same authors, implicit 
evaluations did show sensitivity to causal relations; this occurred when 
participants were instructed to form impressions of the four creatures 
rather than to memorize statistical relationships (Moran et al., 2015). 

Moreover, in a different set of follow-up studies conducted by Bading 
et al. (2020), whether implicit evaluations reflected causal information 
depended on the comparisons investigated: When, similar to Moran and 
Bar-Anan (2013), the IAT contrasted two families that shared the same 
co-occurring stimulus valence (positive vs. negative) but differed in the 
type of action performed (start vs. stop), implicit evaluations seemed 
insensitive to causal status. However, when two families were con-
trasted that shared type of action performed (start vs. stop) but differed 
in co-occurring stimulus valence (positive vs. negative), then partici-
pants’ IAT performance showed effects of causal information. 

Similarly, Hu et al. (2017) obtained mixed evidence on the sensi-
tivity of implicit evaluations to causal information in an evaluative 
conditioning procedure in which participants were exposed to pairings 
of drug brand conditioned stimuli (CSs) and positive and negative 
symptom unconditioned stimuli (USs). In this paradigm, verbal infor-
mation on causal relations (e.g., the CS causing vs. preventing the US) 
influenced evaluative conditioning effects measured by the evaluative 
priming task (EPT; Fazio, Jackson, Dunton, & Williams, 1995) only 
when causal information was presented directly in conjunction with the 
relevant stimulus pairings. When causal information preceded the entire 
evaluative conditioning procedure, it influenced only explicit, but not 
implicit, evaluation of the CSs. 

A final body of work also casts doubt on the role of causal informa-
tion in implicit evaluation (e.g., Le Pelley, Griffiths, & Beesley, 2017; 
Rehder, 2009, 2014, 2015; Rehder & Waldmann, 2017). Specifically, 
this work demonstrates that purely associative, non-causal representa-
tions can interfere with causal reasoning. Notably, such interference can 
occur even when the measure used to probe causal knowledge is explicit, 
such as a self-report measure that gives participants ample time to 
carefully deliberate about their response. For example, in Rehder 
(2014), participants were asked to make judgments about the status of 
an outcome O after receiving information about two other variables (A 
and B) under three different causal models: common cause (A causing 
both B and O), chain inference (A causing B causing O), and common 
effect (A and B each causing O). Although under normative expectations 
involving the so-called causal Markov condition, participants should 
have reasoned differently about the outcome in each of the three cases, 
close to one third of participants reasoned purely associatively. That is, 
they showed equivalent patterns of responding in the common cause, 
chain inference, and common effect conditions. Moreover, even those 
participants who were generally sensitive to the causal status of the 
variables exhibited at least occasional interference via associative, non- 
causal processes. These findings would be naturally explained if even 
explicit causal reasoning was influenced by an associative, non-causal 
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implicit mechanism (e.g., Le Pelley et al., 2017). 

1.2. In favor of the role of causal structure in implicit evaluation 

In contrast to the prevailing view that automatic cognition operates 
exclusively over associative representations, several more recent the-
ories propose that causal representations can also influence automatic 
cognitive processes, including implicit evaluation. Two decades after his 
seminal review of automaticity and control in human cognition, Sloman 
(2014) suggested that a revision was in order: “[t]he fact that we can 
recognize […] causal patterns quickly and automatically suggests that 
this information is encoded in [implicit evaluation]” (p. 76). Similarly, 
De Houwer (2018) in psychology and Mandelbaum (2016) in philoso-
phy have taken the position that explicit and implicit evaluation are 
subserved by a common set of propositional representations that are 
sensitive to causal relations (among others). 

Some initial evidence for this view was provided by De Houwer and 
Vandorpe (2010). In this study, participants were trained either that (a) 
two compounds produced identical health outcomes in isolation (A and 
B) and as a compound (AB), or that (b) two compounds produced 
different health outcomes in isolation (A and B) vs. as a compound (AB). 
This learning was applied to novel cases at test. Specifically, shown that 
a new compound (EF) produced a particular health outcome, both im-
plicit and explicit judgments generalized from training the appropriate 
expectation: either that the two isolates (E and F) would produce the 
same outcome, or that they would produce a different one. Although this 
pattern of results is certainly consistent with an underlying causal rep-
resentation, it could also be supported by appropriately structured sta-
tistical (non-causal) representations. Moreover, given that this 
experiment measured semantic and not valenced associations, its results 
may not generalize to implicit evaluation. 

Further evidence for the potential sensitivity of implicit evaluations 
to causal structure was provided by Heycke and Gawronski (2020) and 
Gawronski and Brannon (2021). These studies implemented the same 
modified evaluative conditioning paradigm as the one used by Hu et al. 
(2017) and described above in which verbal labels (such as “causes” vs. 
“prevents”) were used to modify the meaning of CS–US pairings. How-
ever, unlike in Hu et al. (2017), in these two papers the effects of causal 
information were measured using speeded self-report as the implicit 
measure. Corroborating the findings of Hu et al. (2017), implicit eval-
uations were found to reflect not only the valence of co-occurring stimuli 
but, in addition, also their causal status (cause vs. prevent). 

Against this background, the present work makes several novel 
contributions. First, most prior work (including work by Hughes et al., 
2018, discussed in more detail below) presented participants with causal 
information purely verbally, which several theoretical accounts suggest 
might favor propositional formats of representation. The present studies 
instead present information predominantly via direct observation rather 
than purely verbally, which is more likely to produce purely associative 
effects on implicit evaluation. Second, prior work contrasted causal and 
preventative relations with each other (e.g., A leads to B vs. A prevents B). 
An effect of this type of information on implicit evaluations could be 
explained by modified versions of associative accounts that allow for 
“validity tags” to reverse the meaning of valenced associations (e.g., 
Petty, Briñol, & DeMarree, 2007; Petty, Tormala, Briñol, & Jarvis, 
2006). The present work instead contrasts causal relations with mere 
associations or stimuli participating in the same causal relationship 
either as a cause or as an effect. As such, in the present studies, the ef-
fects of causal information on implicit evaluation are more difficult to 
explain using enhanced versions of associative accounts. 

Finally, the perhaps most relevant previous test of the role of causal 
information in implicit evaluation, which served as the starting point of 
the present work, was conducted by Hughes et al. (2018). In this study, 
participants viewed two faces, one followed by positive adjectives and 
the other followed by negative adjectives. Participants were told one of 
three things about the faces: that they were the faces of people who 

chose to show the adjectives to them (i.e., who “caused” the adjectives); 
that they were faces that the experimenter randomly chose as a pre-
dictive cue; or that they were unrelated to the adjectives. The difference 
in implicit evaluations between the two targets was largest in the causal 
condition, followed by the predictive and unrelated conditions, which 
produced equivalent effects. The difference across these two sets of 
conditions suggests that implicit evaluation may be sensitive to causal 
structure beyond mere statistical relatedness. 

How would these results generalize beyond the specific case of an 
intentionally malicious agent? Potentially, the manipulation of the 
agent’s causal responsibility for the negative adjectives affected implicit 
evaluations not directly, but instead through a representation of the 
agent’s moral status, personality, or “value” more broadly. To illustrate 
one of these possibilities more concretely, the human actors introduced 
in this study probably also gave rise to inferences about hidden mental 
states such as beliefs and intentions (“Why did this guy choose such 
nasty adjectives for me? Presumably because he wanted me to feel 
bad.”). And, as demonstrated by Kurdi, Krosch, and Ferguson (2020), 
mental state inferences about negative intentions are sufficient to pro-
duce negative implicit evaluations of human actors even in the absence 
of any adverse effects in the external world. As such, in the present ex-
periments we instead presented participants with sparse, canonical 
causal relationships in a nonsocial setting. 

In addition, the results by Hughes et al. (2018) are ambiguous in two 
further regards. First, the stronger difference between positive and 
negative targets in the causal condition relative to the predictive and 
unrelated conditions may have been due to causal relationships 
attracting closer attention or deeper processing than noncausal re-
lationships in general, rather than specifically due to the causal role 
played by the human target. In the present project, we have the op-
portunity to address and provide evidence against this possibility. Sec-
ond, as explained in more detail in the next section, the study by Hughes 
et al. (2018) does not address whether implicit evaluation can compute 
causal relations on the fly, or it merely accesses information pre-
compiled on the basis of causal knowledge. In the current work, we also 
take up this issue. 

1.3. Two potential cognitive mechanisms 

To preview the results that we obtained, the first several studies 
presented here show that implicit evaluations are sensitive to causal 
relationships—a result difficult to reconcile with dual-process accounts 
that posit the existence of a purely associative automatic system in 
human thought (Gendler, 2008; Lieberman et al., 2002; Madva, 2016; 
Sloman, 1996; Smith & DeCoster, 2000; Strack & Deutsch, 2004). While 
several current theories can accommodate this finding, they disagree on 
the timing and location of the relevant causal computations. 

One possibility is that computations over explicitly causal principles 
occur within the processes responsible for implicit evaluation. For 
instance, Sloman (2014) holds that automatic cognition, including im-
plicit evaluation, is capable of consulting and performing novel opera-
tions over a causal model, and De Houwer (2018) and Mandelbaum 
(2016) claim that implicit evaluation operates over propositional rep-
resentations. Although these two proposals differ in subtle details, from 
the perspective of the current work they converge on the idea that im-
plicit evaluations can be updated flexibly as causal information about 
the environment emerges. Below we refer to this perspective as the 
“causal computation” account to express the idea that automatic pro-
cesses can implement causal principles to compute new causal relations. 

Alternatively, it may be that the processes responsible for implicit 
evaluation do not compute over causal principles directly, but instead 
have access to representations that are precompiled in a causally 
informed way during learning or offline thinking, and which are then 
automatically retrieved at test. For instance, a competitive skier who 
repeatedly visualizes her slalom run may deliberatively apply causal 
principles during visualization to precompile a set of automatic 
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reactions that she will deploy during the race. The automatic processes 
that implement these precompiled representations would then be sen-
sitive to causal content without computing it directly. Some evidence 
implicates processes of this kind in human value-guided decision-mak-
ing (Gershman, Markman, & Otto, 2014) and in causal reasoning 
(Fernbach & Sloman, 2009). 

In a similar vein, Kurdi and Dunham (2020) recently proposed that 
implicit and explicit evaluation are sensitive to the same sources of in-
formation, including reasoning about causes and effects. However, they 
may rely on representations that capture such information in funda-
mentally different ways. Specifically, explicit evaluation is thought to 
draw upon all the details of the full causal model (e.g., A causes B and B 
causes a negative outcome O1; A is correlated with C; C does not cause 
B). This architecture enables flexible, productive causal reasoning. By 
contrast, implicit evaluation is thought to access only the ultimate 
evaluative implications of this causal model [value(C) > value(A)]. In 
other words, implicit evaluation has access to the products of causal 
computations; however, once created, those products do not contain 
explicit symbols for that causal knowledge. Below we refer to this view 
as the “causal access” account. 

In the final study of the present project, we used a revaluation 
paradigm (Adams & Dickinson, 1981; Daw, Gershman, Seymour, Dayan, 
& Dolan, 2011; Gershman et al., 2014; Kurdi, Gershman, & Banaji, 
2019) to newly contrast the predictions of these two theoretical posi-
tions. In this paradigm, participants first form a value representation of a 
stimulus based on its causal affordances, but later receive evidence that 
the affordances supporting that value representation no longer obtain. If 
implicit evaluation operates directly over a causal model, then partici-
pants should be able to flexibly integrate such new evidence into the 
representation underlying their implicit evaluation of the causal stim-
ulus (just as they do for their explicit evaluation). Conversely, if implicit 
evaluation is subserved by cached representations (and does not 
compute over a causal model online), then such an intervention may 
leave preexisting implicit evaluations in place. 

1.4. The present project 

In the first five experiments reported in this paper we tested whether 
implicit evaluation reflects causal structure (“causal hypothesis”) or is 
sensitive only to co-occurrence information. (“associative hypothesis”). 
These causal events involved inanimate physical objects and mechanical 
devices, allowing us to carefully equate actual and perceived co- 
occurrences between stimuli and minimize unnecessary differences be-
tween conditions. 

Specifically, in Studies 1–4, participants observed the operation of a 
causal system in which some objects caused positive or negative out-
comes, while other objects merely co-occurred with, but were not 
causally responsible for, these outcomes. We started out by testing the 
basic effect in the presence (Studies 1A and 1B) and absence (Study 2) of 
detailed verbal instructions about the operation of the causal system. In 
Study 3, we replicated the effect while eliminating temporal primacy 
and attentional capture by valenced stimuli as alternative explanations. 
In Study 4 we investigated sensitivity of the effect to the valence of the 
outcome. Finally, in Study 5, initially neutral stimuli participated in a 
causal relationship in both between-subject conditions but in one as a 
cause and in the other as the effect, thus providing an especially strin-
gent test of the role of causal status. 

In Study 6, we investigated the cognitive mechanism underlying the 
effect. Specifically, we examined whether differences in implicit evalu-
ation arising from differences in causal status are amenable to updating 
as a result of revaluing an initially negative outcome. Under recent 
proposals by De Houwer (2018), Mandelbaum (2016), and Sloman 
(2014), implicit evaluation is subserved by propositional representa-
tions or online computations over a causal model; as such, implicit 
evaluations should be flexibly updated as a result of changes to the 
causal model (the “causal computation” view). By contrast, if, as 

suggested by Kurdi and Dunham (2020), the outputs of causal reasoning 
are precompiled into a compressed value representation during 
learning, implicit evaluations should be sensitive to initial differences in 
causal status but should not reflect learning that requires access to de-
tails of the already represented causal model (the “causal access” view). 

2. Studies 1A and 1B 

In these studies, we conduct an initial test of whether implicit (and 
explicit) evaluations reflect causal structure above and beyond the ef-
fects of co-occurrence information. Specifically, participants were 
exposed to a series of physical events in the course of which one set of 
stimuli was causally responsible for a positive outcome, whereas a 
different set of stimuli was equally predictive of, but not causally 
responsible for, that outcome. (In fact, co-occurring stimuli appeared 
closer to the positive stimulus than causal stimuli in both space and 
time.) All relevant theories predict that explicit evaluations should be 
sensitive to the difference in causal status. However, predictions differ 
with regard to implicit evaluations: Under the associative hypothesis, 
implicit evaluations are posited to track only statistical relatedness but 
not causal structure; under the causal hypothesis, both explicit and 
implicit evaluation are predicted to reflect differences in causal status. 

2.1. Method 

2.1.1. Participants 
Participants in both studies were adult volunteers from the United 

States recruited via the Project Implicit educational website (http://i 
mplicit.harvard.edu). We report these two studies together because 
their procedures were nearly identical, with one small change described 
below. For Study 1B, the sample size and exclusion criteria, analytic 
choices, and predictions were preregistered (https://aspredicted.org/ 
5yr69.pdf). 

404 participants were recruited in Study 1A and 518 in Study 1B. 
Participants who did not complete the Implicit Association Test (IAT; 
Greenwald et al., 1998), which served as the main dependent measure 
(n = 7 in Study 1A and n = 6 in Study 1 B), and participants whose 
response latencies were below 300 ms on at least 10% of IAT trials (n = 4 
in Study 1A and n = 3 in Study 1B) were excluded from further analyses 
(Greenwald, Nosek, & Banaji, 2003). Thus, participant exclusions 
resulted in final sample sizes of 393 and 509, respectively. 

The sample in Study 1A consisted of 263 women and 127 men; one 
participant did not report their gender. The mean age in Study 1A was 
41 years (SD = 15 years). The sample in Study 1B consisted of 361 
women and 147 men; one participant did not report their gender. The 
mean age in Study 1B was 42 years (SD = 16 years). Further de-
mographic variables, including race, education, and political ideology, 
are available for secondary analyses in the open data for this and all 
remaining studies. 

2.1.2. Materials 
An image of a machine with an activator surface and a light bulb on 

top and two emission slots attached to its right side served as the setting 
for causal events to occur (see Table 1). An image of a $10 bill served as 
the positive stimulus. Five shapes (a square, a circle, a triangle, a 
pentagon, and a blob) of three colors each (blue, green, and purple) 
served as the causal, co-occurring, and inert stimuli, respectively (see 
below). 

2.1.3. Procedure and measures 
The study consisted of a learning phase and a test phase. In the 

learning phase, participants learned about the operation of a machine, 
including the difference between causal and co-occurring stimuli. In the 
test phase, they completed an Implicit Association Test (IAT; Greenwald 
et al., 1998), followed by explicit measures of memory and evaluation. 

At the outset of the learning phase, participants were instructed that 
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Table 1 
Overview of the paradigm of Studies 1–6. For the purposes of demonstration, blue shapes serve as causal stimuli and green shapes always serve as co-occurring stimuli 
in Studies 1–4 and 6, and blue shapes serve as positive stimuli and green shapes serve as negative stimuli in Study 5. In the studies, the assignment of colors to causal 
roles was counterbalanced. “Main trial(s) of interest” refers to the trial or trials involving the stimuli that were subsequently tested on the IAT. In Study 6, adjacent 
displays show the temporal progression of each trial type, which is marked by an arrow (→).  

Study Main trial(s) of 
interest 

Number and type of trials Note 

Studies 1A and 1B 
10 causal trials (shown) 
10 inert trials involving third color 

Trials presented in randomized order 

Study 2 
10 causal trials (shown) 
10 inert trials involving third color Trials presented in randomized order 

Study 3 

12 positive causal trials (shown) 
4 inert trials involving the same 
colors but opposite orientation 
4 negative causal trials involving 
third and fourth color 

The first two and last two trials were always causal, with 
the order of the remaining trials randomized 

Study 4 
Positive condition 

10 positive causal trials (shown) 
3 inert trials involving the same 
colors but opposite orientation 
3 negative causal trials involving 
third and fourth color 

The first and last two trials were always positive causal, 
with the order of the remaining trials randomized 

Study 4 
Negative condition 

10 negative causal trials (shown) 
3 inert trials involving the same 
colors but different orientation 
3 positive causal trials involving 
third and fourth color 

The first trial was always positive causal and last two 
trials were always negative causal, with the order of the 
remaining trials randomized 

Study 5 
Cause condition 

8 positive causal trials (shown left) 
8 negative causal trials involving 
second color (shown right) 

The order of trials was fully randomized; colored shapes 
were shown to enter the machine through the slot above 

Study 5 
Effect condition 

8 positive effect trials (shown left) 
8 negative effect trials involving 
second color (shown right) 

The order of trials was fully randomized; valenced 
stimuli were shown to enter the machine through the slot 
above 

(continued on next page) 
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they would learn about an automatic dispenser. They were informed 
that the dispenser would dispense two things, objects of a certain color 
(co-occurring stimuli) and money (the positive stimulus). However, to 
be activated, objects of a different color (causal stimuli) would have to 
be put on top of the machine, whereas activators of any other color (inert 
stimuli) would not activate the machine. To avoid unduly creating a 
contingency between causal stimuli and the positive stimulus in the 
verbal instructions, and thus biasing results in favor of the causal hy-
pothesis, the two were never mentioned together in the same sentence, 
whereas the co-occurring stimuli and the positive stimulus were 
mentioned together twice. As such, any explicit or implicit preference in 
favor of the causal stimuli over the co-occurring stimuli cannot be 
attributed to a difference in verbal associations. 

Following the initial instructions, participants were exposed to a 
total of 20 trials involving the machine, as well as the causal, co- 
occurring, and inert stimuli described above. Each of the three colors 
(blue, green, and purple) was randomly assigned to play the role of 
causal, co-occurring, and inert stimuli, respectively. The 20 trials 
included 10 causal trials and 10 inert trials, which were presented in 
individually randomized order (see Table 1). On causal trials, a 
randomly selected causal stimulus was shown to drop onto the activator 
surface of the machine, upon which the light bulb on top of the machine 
switched on, indicating that the machine was operational, and the ma-
chine emitted a randomly selected co-occurring stimulus and a positive 
stimulus. On inert trials, a randomly selected inert stimulus was shown 
to drop onto the activator surface of the machine; however, unlike on 
causal trials, the machine was not activated. Participants progressed 
from trial to trial at their own pace using the space bar. 

In the test phase, participants completed an Implicit Association Test 
(IAT; Greenwald et al., 1998) measuring implicit evaluations of causal 
stimuli relative to co-occurring stimuli. The IAT was followed by two 
explicit memory items probing participants’ recollection for the details 

of the learning phase and one explicit evaluation item for the causal, co- 
occurring, and inert stimuli each.3 Given that the present project focuses 
primarily on implicit processes, the IAT was always administered first to 
be able to obtain a relatively pure measure of implicit evaluations, un-
contaminated by having completed explicit measures previously. 

Implicit evaluations of causal stimuli relative to the co-occurring 
stimuli were measured using a standard five-block IAT (Greenwald 
et al., 1998). The IAT is a response interference task on which implicit 
evaluations are inferred by comparing participants’ speed and accuracy 
across two blocks of combined sorting trials: a first block in which one 
set of targets (e.g., causal stimuli) share a response key with positive 
items and the other set of targets (e.g., co-occurring stimuli) share a 
response key with negative items, and a second block in which the 
assignment of targets to valences is reversed (e.g., co-occurring–positive 
vs. causal–negative). 

In block 1 (category practice block; 20 trials), participants used two 
response keys (E and I) to sort the causal and co-occurring stimuli 
encountered in the learning phase. Color names (e.g., “blue” and 
“green”) were used as category labels. In block 2 (attribute practice 
block; 20 trials), participants sorted positive words (“glory,” “happy,” 
“joy,” “love,” “lucky,” “peace,” and “sweet”) and negative words 
(“agony,” “bitter,” “bomb,” “devil,” “grief,” “hate,” and “war”). The 
words “good” and “bad” were used as attribute labels. In block 3 
(congruent combined block; 40 trials), participants in Study 1A used one 
response key to sort causal stimuli and positive words and the other 
response key to sort co-occurring stimuli and negative words. In block 4 
(reversed category practice block; 20 trials), participants sorted the 
same causal and co-occurring stimuli used in blocks 1 and 3 but with the 
mapping of categories to response keys reversed. Finally, in block 5 
(incongruent combined block; 40 trials), participants in Study 1A used 
one response key to sort co-occurring stimuli and positive words and the 
other response key to sort causal stimuli and negative words. In Study 

Table 1 (continued ) 

Study Main trial(s) of 
interest 

Number and type of trials Note 

Study 6 
Baseline, revaluation, and 
relearning conditions (part 
1) 

8 negative causal trials (shown) 
4 inert trials involving the same 
colors but different orientation 

The first two trials were always causal trials, with the 
order of the remaining trials randomized 

Study 6 
Revaluation condition (part 
2) 

12 positive trials not involving the 
original causal and co-occurring 
colors (shown)  

Study 6 
Relearning condition 
(part 2) 

8 positive causal trials involving the 
original causal and co-occurring 
colors (shown) 
4 inert trials involving the same 
colors but different orientation 

The first two trials were always causal trials, with the 
order of the remaining trials randomized  

3 The explicit memory items were included for exploratory purposes and will 
not be discussed further for this or any of the remaining studies. The text of 
these items as well as results involving these items are available from OSF (htt 
ps://osf.io/afwyk/). 
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1B, the order of the two combined blocks was counterbalanced given 
that presenting the congruent combined block first can artificially inflate 
the estimate of the difference in implicit evaluations.4 

Performance on the IAT was assessed using the improved scoring 
algorithm (Greenwald et al., 2003) such that higher D scores index 
relatively more positive evaluations of the causal stimuli compared to 
the co-occurring stimuli, in line with the causal hypothesis. 

Participants were also asked to indicate how positive or negative 
their feelings toward blue shapes, green shapes, and purple shapes were 
based on their experience in the study. For each item, the response op-
tions included “very positive” (coded as 5), “positive” (coded as 4), 
“neutral” (coded as 3), “negative” (coded as 2), and “very negative” 
(coded as 1). The order of the three items was individually randomized. 
The explicit evaluation score for co-occurring stimuli was subtracted 
from the explicit evaluation score for causal stimuli to create an index of 
relative preference and thus make explicit evaluations comparable to 
implicit evaluations.5 

2.2. Results 

The distribution of explicit and implicit evaluations is shown in 
Fig. 1. Descriptively, in line with the causal hypothesis, both measures 
seemed to exhibit a preference in favor of the causal stimulus over the 
co-occurring stimulus, as reflected by positive average explicit evalua-
tions (M = 0.31, SD = 1.12 in Study 1A and M = 0.30, SD = 1.00 in Study 
1B) and positive average implicit evaluations (M = 0.21, SD = 0.52 in 
Study 1A and M = 0.12, SD = 0.56 in Study 1B). 

2.2.1. Explicit evaluations 
Confirming the predictions derived from relevant theoretical ac-

counts, explicit evaluations of causal stimuli were found to be signifi-
cantly more positive than explicit evaluations of co-occurring stimuli, t 
(384) = 5.41, p < .001, BF10 = 6.96 × 104, Cohen’s d = 0.28, in Study 
1A, and t(505) = 6.79, p < .001, BF10 = 1.67 × 108, Cohen’s d = 0.30, in 
Study 1B. 

2.2.2. Implicit evaluations 
In line with the causal hypothesis and paralleling the results obtained 

using explicit measures, implicit evaluations of causal stimuli were 
found to be significantly more positive than those of co-occurring 
stimuli, t(390) = 7.94, p < .001, BF10 = 2.25 × 1011, Cohen’s d =
0.40, in Study 1A, and t(508) = 4.67, p < .001, BF10 = 2.00 × 103, 
Cohen’s d = 0.21, in Study 1B. 

2.3. Discussion 

Study 1 provides initial evidence for the causal hypothesis. Specif-
ically, both explicit and implicit measures revealed more positive eval-
uations of stimuli causally responsible for a positive outcome than 
stimuli merely co-occurring with, but not causally responsible for, that 
outcome. To ascertain the robustness of this finding, Studies 2–5 offer 
additional, increasingly stringent, tests of the causal hypothesis. 

3. Study 2 

In the most pertinent previous studies of the effects of causal re-
lationships on implicit evaluation (Gawronski & Brannon, 2021; Heycke 
& Gawronski, 2020; Hu et al., 2017; Hughes et al., 2018), causal 

information was communicated exclusively via verbal instructions. In 
Study 1, we provided participants with both verbal instructions and an 
extensive direct observation period illustrating the relevant causal re-
lations. However, much causal learning unfolds without any explicit 
verbal instruction (e.g., Meltzoff, Waismeyer, & Gopnik, 2012). As such, 
the case for the sensitivity of implicit evaluation to causal status would 
be stronger if causally sensitive implicit evaluations could be formed 
through mere observation. To test this possibility, in Study 2, we repli-
cated the basic design of Study 1 without any preceding verbal in-
structions about the operation of the causal system. 

3.1. Method 

3.1.1. Participants 
The method of recruitment and exclusion criteria were identical to 

those used in Study 1. Of an initial sample of 355, six participants were 
excluded for failing to complete the IAT and three for excessively fast 
responding, resulting in a final sample size of 346. The sample consisted 
of 230 women and 114 men. The mean age was 36 years (SD = 15 years). 

3.1.2. Procedure and measures 
The procedure and measures were nearly identical to those imple-

mented in Study 1, with three exceptions. First, unlike in Study 1, where 
participants received detailed verbal instructions about the operation of 
the machine, in Study 2 participants were merely informed that they 
would learn about an automatic dispenser and that they would see blue 
shapes, green shapes, purple shapes, and money over the course of the 
learning task. Second, unlike in Study 1A and similar to Study 1B, the 
order of the two critical IAT blocks was counterbalanced. Third, unlike 
in Study 1 where the three colors were randomly assigned to the roles of 
causal, co-occurring, and inert stimuli, in the present study green shapes 
always served as inert stimuli, and blue and purple shapes were 
randomly assigned to serve either as causal or as co-occurring stimuli. 

3.2. Results 

The distribution of explicit and implicit evaluations is shown in 
Fig. 2. Descriptively, similar to Study 1, both measures seemed to exhibit 
a preference in favor of the causal stimulus over the co-occurring 
stimulus, as reflected by positive average explicit evaluations (M =
0.16, SD = 0.94) and positive average implicit evaluations (M = 0.07, 
SD = 0.49). 

3.2.1. Explicit evaluations 
Similar to Study 1, explicit evaluations of causal stimuli were found 

to be significantly more positive than explicit evaluations of co- 
occurring stimuli, t(339) = 3.07, p = .002, BF10 = 6.15, Cohen’s d =
0.17. 

3.2.2. Implicit evaluations 
Similar to Study 1 and in line with the causal hypothesis, implicit 

evaluations of causal stimuli were significantly more positive than those 
of co-occurring stimuli, t(343) = 2.72, p = .007, BF10 = 2.27, Cohen’s d 
= 0.15. Given the more subtle nature of the manipulation, the difference 
in evaluation between causal stimuli and co-occurring stimuli was 
smaller than in Study 1 on both explicit and implicit measures. 

3.3. Discussion 

Study 2 provides further evidence in favor of the causal hypothesis. 
Specifically, we replicated the pattern of results obtained in Study 1: 
Stimuli shown to be causally responsible for a positive outcome were 
evaluated more positively on both explicit and implicit measures than 
stimuli equally co-occurring with but not causally responsible for that 
outcome. Notably, this result emerged in the absence of any prior verbal 
instructions containing relational information about differences in 

4 We thank Jan De Houwer for alerting us to this issue.  
5 For clarity of presentation, analyses involving explicit evaluations of stimuli 

not tested on the implicit measure are not reported in the main text for this or 
any of the remaining studies. However, these analyses can be downloaded as a 
supplement from OSF (https://osf.io/afwyk/). Across all studies, results on 
explicit measures were in line with theoretical predictions. 
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causal status. As such, the present study suggests that causal inferences 
can be made purely from observing the physical world, with such causal 
inferences subsequently influencing not only explicit but also implicit 
evaluation. 

4. Study 3 

Studies 1 and 2 jointly suggest that implicit evaluations can reflect 

causal relationships in addition to mere co-occurrence information, even 
when such causal relationships are inferred purely from observation. 
However, the particular causal events used in Studies 1 and 2 are subject 
to two alternative interpretations. Specifically, in Studies 1 and 2, causal 
stimuli always appeared on the screen before co-occurring stimuli did. 
As such, in line with the “first is best” effect (Carney & Banaji, 2012), 
implicit (and explicit) preferences in favor of the causal over the co- 
occurring stimulus may have emerged due to a difference in temporal 

Fig. 1. Distribution of explicit and implicit evaluations (Study 1), displayed in standardized units to ensure comparability. The dashed line shows neutrality and the 
solid dot shows the mean, with error bars corresponding to 95% confidence intervals. Positive scores indicate preference for the causal over the co-occurring 
stimulus. Differences relative to zero significant at p < .001 are marked ***. 

Fig. 2. Distribution of explicit and implicit evaluations (Study 2), displayed in standardized units to ensure comparability. The dashed line shows neutrality and the 
solid dot shows the mean, with error bars corresponding to 95% confidence intervals. Positive scores indicate preference for the causal over the co-occurring 
stimulus. Differences relative to zero significant at p < .01 are marked **. 
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order of appearance rather than, as hypothesized, a difference in causal 
status. Moreover, in Studies 1 and 2, co-occurring stimuli always 
appeared on the screen simultaneously with the intrinsically positive 
stimulus. Given that positively valenced stimuli are known to bias visual 
attention (Theeuwes & Belopolsky, 2012), such attentional capture may 
have interfered with the encoding of the co-occurring stimulus for rea-
sons unrelated to causal status. 

To eliminate these potential confounds, in Study 3, causal and co- 
occurring stimuli were presented simultaneously, before the positive 
stimulus appeared on the screen. For instance, in one condition, par-
ticipants watched a series of events over the course of which a blue and 
green object (connected to each other) were lowered onto a machine. 
However, only the blue object touched the machine’s activator surface, 
thereby activating the machine and producing a positive outcome. 
Meanwhile, the green object remained inert. Thus, in this example, the 
blue and green objects shared nearly identical spatiotemporal relation-
ships with positive stimuli, but only the blue object was causal. 

4.1. Method 

4.1.1. Participants 
The method of recruitment and exclusion criteria were identical to 

those used in Studies 1 and 2. Of an initial sample of 355, five partici-
pants were excluded for failing to complete the IAT and seven for 
excessively fast responding, resulting in a final sample size of 343. The 
sample consisted of 232 women and 111 men. The mean age was 34 
years (SD = 15 years). 

4.1.2. Materials 
The blue, green, and purple shapes used in Studies 1 and 2 were 

retained for use in Study 3. However, some changes were also imple-
mented. First, an image of a different machine was used. This machine 
had the light bulb attached to its right-hand side rather than to its top 
and had one, rather than two, emission slots. The emission slot was 
placed at the bottom, rather than on the right-hand side, of the machine 
(see Table 1). Second, instead of the image of a $10 bill, the image of a 
diamond was used as an intrinsically positive stimulus. Third, an image 
of toxic sludge was newly added to be used as an intrinsically negative 
stimulus. The addition of this stimulus served as a pretest for Study 4 and 
is not discussed further. Fourth, in addition to shapes of the three colors 
used in Studies 1 and 2, five shapes of a fourth color (orange) were newly 
included. 

4.1.3. Procedure and measures 
The procedure and measures were similar to those implemented in 

Studies 1 and 2. Participants learned about the operation of a machine, 
including the difference between causal and co-occurring stimuli, in a 
learning phase, and completed an IAT, followed by explicit measures of 
memory and evaluation, in a test phase. 

At the outset of the learning phase, participants were instructed that 
they would learn about a machine that is designed to make diamonds 
but, if not operated properly, makes toxic sludge. Then they received the 
following information: 

At the top right, the machine has an activator surface. Just the right 
kind of activator must be put on this surface to activate the machine. 
Specifically, the machine only works properly if a(n) [positive causal 
color] activator touches the activator surface. However, activators 
come in pairs. Sometimes the [co-occurring (inert) color] end of the 
activator touches the activator surface. In such cases, the machine 
doesn’t do anything. Finally, if an activator of any other color 
touches the activator surface, the machine makes toxic sludge 
instead of a diamond. 

Following the initial instructions, participants were exposed to a 
total of 20 trials involving the machine and the four sets of colored 

shapes described above. Shapes of one color were randomly assigned to 
serve as positive causal stimuli, and shapes of a second color were 
randomly assigned to serve as co-occurring (inert) stimuli, with the 
remaining two colors serving as negative causal stimuli. The 20 trials 
included 12 positive causal trials, four inert trials, and four negative 
causal trials. The first two trials were always positive causal trials, with 
the order of the remaining 18 trials individually randomized (see 
Table 1). 

Importantly, positive causal stimuli and co-occurring (inert) stimuli 
were always shown to be tethered to each other. On the theoretically 
crucial positive causal trials, a randomly selected positive causal stim-
ulus was shown to drop onto the activator surface of the machine, upon 
which the light bulb switched on, indicating that the machine was 
operational, and the machine emitted a positive stimulus. On these tri-
als, a randomly selected co-occurring (inert) stimulus was shown to be 
connected to the positive causal stimulus but did not touch the activator 
surface of the machine. Inert trials involved the same stimuli as positive 
causal trials; however, instead of the positive causal stimulus, the co- 
occurring (inert) stimulus touched the activator surface of the ma-
chine and the machine was not activated. On negative causal trials, a 
randomly selected negative causal stimulus was shown to drop onto the 
activator surface of the machine, upon which the machine emitted a 
negative stimulus. 

The test phase was identical to the test phase of Studies 1 and 2, with 
the sole exception that four, rather than three, explicit evaluation items 
were administered given the newly added fourth color. 

4.2. Results 

The distribution of explicit and implicit evaluations is shown in 
Fig. 3. Descriptively, similar to Studies 1 and 2, both measures seemed to 
exhibit a preference in favor of the positive causal stimulus over the co- 
occurring (inert) stimulus, as reflected by positive average explicit 
evaluations (M = 0.81, SD = 1.21) and positive average implicit eval-
uations (M = 0.22, SD = 0.49). 

4.2.1. Explicit evaluations 
In line with the predictions derived from relevant theoretical ac-

counts and the results of Studies 1 and 2, explicit evaluations of positive 
causal stimuli were found to be significantly more positive than explicit 
evaluations of co-occurring (inert) stimuli, t(340) = 12.48, p < .001, 
BF10 = 2.58 × 1026, Cohen’s d = 0.68. 

4.2.2. Implicit evaluations 
Similar to Studies 1 and 2 and in line with the causal hypothesis, 

implicit evaluations of causal stimuli were significantly more positive 
than those of co-occurring (inert) stimuli, t(342) = 8.15, p < .001, BF10 
= 7.31 × 1011, Cohen’s d = 0.44. 

4.3. Discussion 

Study 3 provides another demonstration of the sensitivity of implicit 
evaluations to causal status, with stimuli causally responsible for a 
positive outcome evaluated more positively than stimuli merely pre-
dictive of that outcome. Notably, under the temporal primacy and 
attentional capture accounts, the difference between causal and co- 
occurring stimuli should have been eliminated in the present study. 
Instead, the effect of causal status on implicit (and explicit) evaluation in 
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Study 3 was descriptively stronger, rather than weaker, than in either 
previous experiment.6 

5. Study 4 

Studies 1–3 suggest that objects causing a positive outcome are 
evaluated more positively than objects merely co-occurring with that 
outcome. We interpret this as an indication that, in keeping with stan-
dard models of reinforcement learning, causes inherit the valence of 
their effects (Daw et al., 2011; Doll et al., 2012; Gershman et al., 2014). 
But because the implicit measures administered in Studies 1–3 involved 
only stimuli co-occurring with positive outcomes, it is conceivable that 
causally efficacious stimuli are always evaluated more positively than 
causally non-efficacious stimuli, irrespective of the valence of the 
outcome. If so, then an object that causes a negative outcome would be 
evaluated more positively than one co-occurring with that outcome 
because of a general evaluative “cause bonus.” 

Therefore, in Study 4, we tested whether outcome valence (positive 
vs. negative) modulates the effects of causal status on implicit evalua-
tion. To do so, we modified the design of Study 3 so that in a newly 
added condition we focused on implicit evaluations of stimuli causally 
responsible for vs. merely co-occurring with the appearance of an un-
desirable, rather than desirable, object. We predicted that objects 
causing positive outcomes would be evaluated more positively than 
objects merely co-occurring with that outcome, and that objects causing 
negative outcomes would be evaluated more negatively than objects 
merely co-occurring with negative outcomes. 

5.1. Method 

5.1.1. Participants and design 
The method of recruitment and exclusion criteria were identical to 

those used in Studies 1–3. Of an initial sample of 305, three participants 
were excluded for failing to complete the IAT and seven for excessively 
fast responding, resulting in a final sample size of 295. The sample 
consisted of 198 women and 97 men. The mean age was 37 years (SD =
14 years). Participants were randomly assigned to a positive condition 
(n = 168) or a negative condition (n = 127) in a between-subjects 
design. 

5.1.2. Materials 
The materials used in Study 3 were retained for use in Study 4. In 

addition, an image of the broken version of the machine as well as an 
image of smoke were created for use on negative causal trials (see 
Table 1). 

5.1.3. Procedure and measures 
The procedure and measures were similar to those implemented in 

Study 3. That is, participants learned about the operation of a machine, 
including the difference between causal and co-occurring stimuli, in a 
learning phase, and completed an IAT, followed by explicit measures of 
memory and evaluation, in a test phase. 

At the outset of the learning phase, participants in both conditions 
were instructed that they would learn about a machine that is designed 
to make diamonds but, if not operated properly, breaks apart and emits 
toxic smoke. Similar to Study 3, participants in both conditions were 
informed that the causal stimuli were tethered to co-occurring (inert) 
stimuli. In both conditions, the inert stimuli were described as not 
causing any changes in the operation of the machine. Positive causal 
stimuli were described as causing the machine to emit diamonds and 
negative causal stimuli were described as causing the machine to break 
apart and to emit toxic smoke. 

Following the initial instructions, participants were exposed to a 
total of 16 trials involving the machine and the four sets of colored 
shapes described above. The trial types were identical across the positive 
and negative conditions; however, their frequencies differed. Positive 

Fig. 3. Distribution of explicit and implicit evaluations (Study 3), displayed in standardized units to ensure comparability. The dashed line shows neutrality and the 
solid dot shows the mean, with error bars corresponding to 95% confidence intervals. Positive scores indicate preference for the causal over the co-occurring (inert) 
stimulus. Differences relative to zero significant at p < .001 are marked ***. 

6 An anonymous reviewer suggested that the difference between the causal 
and associated stimulus might be larger in Study 3 than in previous studies 
because in this study, unlike in previous studies, the associated stimulus was 
shown to be causally inert. This stands out as a likely possibility, which depends 
on the claim that causal representations influence implicit evaluation above and 
beyond mere statistical associations. 
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causal trials were identical to the positive causal trials included in Study 
3. Inert trials were also identical to the inert trials included in Study 3. In 
the positive condition, the inert trials showed causal positive stimuli and 
the co-occurring (inert) stimuli, whereas in the negative condition, the 
inert trials showed causal negative stimuli and co-occurring (inert) 
stimuli. In both conditions, the inert rather than the causal color made 
contact with the activator surface of the machine. Finally, negative 
causal trials were modified relative to Study 3. On these trials, a negative 
causal stimulus touched the activator surface of the machine, upon 
which the machine was shown to break into pieces and to emit smoke. 

In the positive condition, participants were exposed to 10 positive 
causal trials involving positive causal stimuli and co-occurring (inert) 
stimuli, three inert trials involving the same stimuli but in the opposite 
orientation, and three negative causal trials involving stimuli of the 
third and fourth colors. The first and last two trials were always positive 
causal trials, with the order of the remaining trials individually ran-
domized for each participant. In the negative condition, participants 
were exposed to 10 negative causal trials involving negative causal 
stimuli and co-occurring (inert) stimuli, three inert trials involving the 
same stimuli but in the opposite orientation, and three positive causal 
trials involving stimuli of the third and fourth colors. The first trial was 
always a positive causal trial and the last two trials were always negative 
causal trials, with the order of the remaining trials individually ran-
domized for each participant. 

The test phase was identical to the test phase of Studies 1–3, with the 
sole modification that the IAT measured implicit evaluations of positive 
causal stimuli relative to co-occurring (inert) stimuli in the positive 
condition and implicit evaluations of negative causal stimuli relative to 
co-occurring (inert) stimuli in the negative condition. 

5.2. Results 

The distribution of explicit and implicit evaluations is shown in 
Fig. 4. Descriptively, it seems that the valence of the outcome modulated 
both explicit and implicit evaluations. Specifically, explicit evaluations 
in the positive condition appeared to replicate results from Study 3 in 
that causal stimuli were preferred to co-occurring stimuli (M = 0.79, SD 
= 1.16). However, this preference was reversed in the negative condi-
tion where co-occurring stimuli were preferred to causal stimuli (M =
− 0.50, SD = 1.31). The same trend was apparent on the implicit mea-
sure, with a preference in favor of causal stimuli over co-occurring 
stimuli emerging in the positive condition (M = 0.24, SD = 0.46) and 
the opposite, but considerably weaker, preference manifesting itself in 
the negative condition (M = − 0.07, SD = 0.54). 

5.2.1. Explicit evaluations 
We found a significant and large effect of condition (positive vs. 

negative), t(252.48) = 8.85, p < .001, BF10 = 1.56 × 1014, Cohen’s d =
1.06, demonstrating the sensitivity of causally informed explicit evalu-
ations to the valence of outcomes. We then investigated the difference in 
explicit evaluations between causal and noncausal stimuli separately in 
each condition. In the positive condition, explicit evaluations of causal 
stimuli were found to be significantly more positive than explicit eval-
uations of co-occurring (inert) stimuli, t(167) = 8.87, p < .001, BF10 =

5.33 × 1012, Cohen’s d = 0.68, replicating the result obtained in Study 3. 
Conversely, in the negative condition, explicit evaluations of causal 
stimuli were found to be significantly more negative than explicit 
evaluations of co-occurring (inert) stimuli, t(126) = − 4.34, p < .001, 
BF10 = 535.49, Cohen’s d = 0.39. 

5.2.2. Implicit evaluations 
We found a significant and medium-sized effect of condition (posi-

tive vs. negative), t(247.32) = 5.17, p < .001, BF10 = 4.91 × 104, 
Cohen’s d = 0.62, demonstrating the sensitivity of causally informed 
implicit evaluations to the valence of outcomes. We then investigated 
the difference in implicit evaluations between causal and noncausal 

stimuli separately in each condition. In the positive condition, implicit 
evaluations of causal stimuli were found to be significantly more posi-
tive than implicit evaluations of co-occurring (inert) stimuli, t(167) =
6.69, p < .001, BF10 = 2.66 × 107, Cohen’s d = 0.52, replicating the 
result obtained in Study 3. In the negative condition, although the effect 
was descriptively in the theoretically expected direction, implicit eval-
uations of causal stimuli and co-occurring (inert) stimuli were found not 
to significantly differ from each other, t(126) = − 1.46, p = .146, BF01 =

3.59, Cohen’s d = 0.13. 

5.3. Discussion 

Study 4 demonstrates that implicit evaluations of causal objects track 
the valence of the outcome that they cause. In line with Studies 1–3, we 
found that stimuli causally responsible for positive outcomes are eval-
uated more positively than stimuli merely co-occurring with such out-
comes. In contrast, explicit evaluations of negative causal stimuli were 
more negative than negative co-occurring stimuli, whereas implicit 
evaluations of both types of stimuli were similar. These findings indicate 
that “causal objects” are not always evaluated more favorably than 
“non-causal objects”; rather, objects inherit the specific valence of the 
outcomes they cause. Unexpectedly, evaluative differences between 
causal and merely co-occurring stimuli were smaller in the negative than 
in the positive domain, a finding to which we return in the General 
Discussion. 

6. Study 5 

In Studies 1–4 we obtained differences in implicit evaluation be-
tween objects that caused valenced outcomes and objects that merely co- 
occurred with those outcomes. This difference is consistent with the 
possibility that implicit evaluations are genuinely sensitive to causal 
status. However, notably, these results may also be attributed to pref-
erential attention to or deeper processing of causal over merely statis-
tical relationships (see also Hughes et al., 2018). In the present study, we 
seek to eliminate such alternative explanations by relying on the idea 
that causal relationships are inherently directional (Lagnado & Sloman, 
2006). Specifically, we investigated implicit evaluations of objects that 
caused the appearance of a positive stimulus as compared to those that 
were shown to be caused by the same positive stimulus. We hypothe-
sized that an object that caused the appearance of a positive stimulus 
would be evaluated more positively than one caused by the appearance 
of a positive stimulus. The first object is useful in a way that the second 
object is not: By intervening on it, we can get something we want. 
Hence, it would be reasonable for evaluations of the first object to be 
more positive than those of the second. 

6.1. Method 

6.1.1. Participants and design 
The method of recruitment and exclusion criteria were identical to 

those used in Studies 1–4. The sample size and exclusion criteria, ana-
lytic choices, and predictions were preregistered (https://aspredicted. 
org/u75xm.pdf). The sample size was determined so as to provide 
0.80 power to detect a small effect of Cohen’s d = 0.17, obtained on the 
IAT in a pilot study involving 469 participants.7 Of an initial sample of 
1217, 15 participants were excluded for failing to complete the IAT and 
five for excessively fast responding, resulting in a final sample size of 
1197. The sample consisted of 808 women and 378 men; 11 participants 
did not report their gender. The mean age was 39 years (SD = 16 years). 

7 Data for the pilot study are available on OSF (https://osf.io/afwyk/). 
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Participants were randomly assigned to a cause condition (n = 649) or 
an effect condition (n = 548) in a between-subjects design. 

6.1.2. Materials 
The colored shapes, the image of a diamond, and the image of smoke 

used in previous studies were retained for use in Study 5. However, an 
image of a different machine was used. The machine was similar to the 
machine used in Studies 3 and 4, with the crucial exception that it had 
two, rather than one, emission slots at the bottom (see Table 1). More-
over, an image of coal was newly added to the materials used. 

6.1.3. Procedure and measures 
The procedure and measures were similar to those implemented in 

Studies 1–4. That is, in a learning phase, participants learned about the 
operation of a machine, including the difference between causal and co- 
occurring stimuli followed by a test phase in which participants 
completed an IAT and explicit measures of memory and evaluation. 

At the outset of the learning phase, participants in both conditions 
were instructed that they would learn about a machine that is designed 
to emit diamonds but, if not operated properly, breaks apart and emits 
coal and toxic smoke. Importantly, for participants in the cause condi-
tion, the machine was described as a diamond maker. These participants 
were informed that the machine could operate properly only if an 
activator of the right color was inserted into the slot at the top. By 
contrast, for participants in the effect condition, the machine was 
described as a diamond polisher. These participants were informed that 
the machine could operate properly only if diamond, rather than coal, 
was inserted into the slot at the top. Participants in both conditions were 
told that, along with the diamond or coal, a colored shape would also be 
emitted by the machine: in the cause condition, the activator that was 
originally inserted, and in the effect condition, a byproduct. 

Following the initial instructions, participants in both conditions 
were exposed to a total of 16 trials involving the machine and two of the 
four sets of colored shapes. For each participant, one color was randomly 
assigned to serve as the color co-occurring with positive events and 
another color was randomly assigned to serve as the color co-occurring 

with negative events. Of the 16 trials, eight trials were positive trials and 
eight trials were negative trials in both conditions. The order of positive 
and negative trials was individually randomized. 

On positive trials, a proper activator was shown to enter the machine 
through the slot above, upon which the machine emitted a diamond and 
a shape of a certain color (positive color). On negative trials, an 
improper activator was shown to enter the machine through the slot 
above, upon which the machine emitted coal and a shape of a different 
color (negative color), broke apart, and started smoking. 

As mentioned above, the nature of proper and improper activators 
differed across the cause and effect conditions. Specifically, in the cause 
condition, shapes of one color served as proper activators and shapes of a 
different color served as improper activators and were then also shown 
to exit the machine. By contrast, in the effect condition, the positive 
stimulus (diamond) and negative stimulus (coal) served as proper and 
improper activators and colored shapes were shown only to exit, but not 
to enter, the machine. As such, across the two conditions, shapes of one 
color consistently co-occurred with positive events and shapes of a 
different color consistently co-occurred with negative events. However, 
whereas in the cause condition, shapes of the positive color were caus-
ally responsible for positive events and shapes of the negative color were 
causally responsible for negative events, in the effect condition, shapes 
of the positive color were caused by positive events and shapes of the 
negative color were caused by negative events. 

The test phase was similar to the test phase of Studies 1–4, with two 
exceptions. First, the IAT measured implicit evaluations of positive 
versus negative, rather than causal versus co-occurring, stimuli. Second, 
participants completed only two explicit evaluation items: one for the 
color co-occurring with positive events and one for the color co- 
occurring with negative events. 

6.2. Results 

The distribution of explicit and implicit evaluations is shown in Fig. 5. 
As expected, evaluations were, on average, positive in both conditions, 
reflecting a preference for the color co-occurring with positive events 

Fig. 4. Distribution of explicit and implicit evaluations (Study 4), displayed in standardized units to ensure comparability. The dashed line shows neutrality and the 
solid dot shows the mean, with error bars corresponding to 95% confidence intervals. Positive scores indicate preference for the causal over the co-occurring (inert) 
stimulus. Differences between conditions significant at p < .001 are marked ***. 
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over the color co-occurring with negative events. However, descriptively, 
it appears that the causal status of the colored stimuli modulated the 
strength of both explicit and implicit evaluations. Specifically, explicit 
evaluations seemed to be more positive in the cause condition (M = 1.15, 
SD = 1.43) in which the colored stimuli were causally responsible for 
positive and negative events than in the effect condition (M = 0.75, SD =
1.37) in which the same colored stimuli were the consequence of positive 
and negative events. A similar trend was apparent on the implicit mea-
sure, with a stronger preference in favor of positive stimuli over negative 
stimuli emerging in the cause condition (M = 0.34, SD = 0.54) than in the 
effect condition (M = 0.22, SD = 0.58). 

6.2.1. Explicit evaluations 
As predicted, we found a significant effect of valence on explicit 

evaluations, t(1186) = 23.58, p < .001, BF10 = 2.20 × 1097, Cohen’s d =
0.68, indicating that stimuli co-occurring with positive events were 
generally evaluated more positively than stimuli co-occurring with 
negative events across both conditions. Second, also as predicted, we 
obtained strong evidence that causal status modulated the strength of 
explicit evaluations, with a larger difference emerging in the cause 
condition than in the effect condition, t(1165.5) = 5.02, p < .001, BF10 
= 1.37 × 104, Cohen’s d = 0.29. 

6.2.2. Implicit evaluations 
As predicted, we found a significant effect of valence on implicit 

evaluations, t(1196) = 17.67, p < .001, BF10 = 4.30 × 1058, Cohen’s d =
0.51. Second, also as predicted, we obtained strong evidence that the 
difference in evaluation between positive and negative stimuli was 
larger in the cause condition than in the effect condition, t(1122.3) =
3.59, p < .001, BF10 = 40.82, Cohen’s d = 0.21. 

6.3. Discussion 

Study 5 provides further evidence that causal status influences im-
plicit evaluation. Specifically, in a preregistered between-participant 
design, the difference in implicit (and explicit) evaluations between 
stimuli co-occurring with positive events and stimuli co-occurring with 
negative events was found to be larger when those stimuli were shown to 
be causing, rather than caused by, those events. Crucially, in this design, 
both stimuli participated in a causal relationship. As such, the results 
cannot be attributed to heightened attention to, or deeper processing of, 
causal over noncausal relationships. Rather, it seems that implicit 
evaluations are genuinely sensitive to the distinction between causes 
and effects. 

7. Study 6 

Studies 1–5 have provided strong evidence for the sensitivity of 
implicit evaluation to causal status; however, these studies, along with 
relevant past work, leave open the question of the mental representa-
tions subserving the effect. According to available theoretical perspec-
tives, there are at least two possibilities. On the one hand, implicit 
evaluation may reflect causal status because when completing the IAT, 
participants consult a causal model of the environment, or propositional 
representations characterizing that model, online (the “causal compu-
tation” view). Alternatively, participants may use causal knowledge to 
precompile compressed value representations during learning, and then 
query these precompiled representations automatically when 
completing the implicit measure (the “causal access” view). 

As a test of these two competing possibilities, in Study 6 we imple-
mented a revaluation paradigm (Adams & Dickinson, 1981; Daw et al., 
2011; Gershman et al., 2014; Kurdi et al., 2019). Specifically, partici-
pants in all three conditions of the experiment observed a causal system 

Fig. 5. Distribution of explicit and implicit evaluations (Study 5), displayed in standardized units to ensure comparability. The dashed line shows neutrality and the 
solid dot shows the mean, with error bars corresponding to 95% confidence intervals. Positive scores indicate preference for the stimulus co-occurring with positive 
rather than negative events. Differences between conditions significant at p < .001 are marked ***. 
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in which A caused B; B initially caused a negative outcome (toxic 
smoke); A was correlated with C; and C did not cause B. For example, 
blue shapes (A) may have been shown to cause the appearance of orange 
tokens (B). These orange tokens may then have entered a machine and 
caused it to break and to emit toxic smoke. Green shapes (C) may have 
consistently co-occurred with blue shapes (A) do but did not cause the 
appearance of orange tokens (B). In the baseline condition, the infor-
mation described above was the only training information to which 
participants were exposed. 

In the theoretically crucial revaluation and relearning conditions 
(but not in the baseline condition described above), the first part of the 
learning phase was followed by a second part. During this second part, 
the negative outcome (toxic smoke) was replaced with a positive 
outcome (the machine dispensing diamonds).8 In the revaluation con-
dition, participants were exposed only to orange tokens (B) causing the 
appearance of diamonds; in the relearning condition, participants 
observed the entire new causal sequence with the valence of the 
outcome reversed (A → B → DIAMOND). 

If implicit evaluation has the ability to consult the updated causal 
model online, as the causal computation view predicts, then implicit 
preference for blue shapes (A) over green shapes (C) should increase in 
both conditions. That is, participants would use the new information in 
their updated causal model to adjust their implicit evaluations. How-
ever, if (in line with the causal access view) implicit evaluation reflects 
representations that encode only the evaluative implications of the 
initial causal model in a compressed format, it is possible that implicit 
evaluations will be updated in the relearning but not in the revaluation 
condition. The reason for this difference is that updating the evaluation 
of A vs. C in the revaluation condition requires productively combining 
two pieces of information never shown together based on causal prin-
ciples: namely that blue shapes (A), but not green shapes (C), cause 
orange shapes (B) and that orange shapes (B) newly cause a positive 
outcome (diamonds). By contrast, updating the evaluation of A does not 
require any such recombination in the relearning condition; it is made 
visually apparent to participants. 

7.1. Method 

7.1.1. Participants and design 
The method of recruitment and exclusion criteria were identical to 

those used in Studies 1–5. The sample size and exclusion criteria, ana-
lytic choices, and predictions were preregistered (https://aspredicted. 
org/ts9bp.pdf). Some non-preregistered Bayesian analyses were also 
conducted using theoretically derived ordinal constraints on condition 
means (Haaf & Rouder, 2017; Rouder, Haaf, & Aust, 2018). These an-
alyses are marked as exploratory below. Of an initial sample of 1789 
(recruited in two batches in line with the preregistration), 19 partici-
pants were excluded for failing to complete the IAT and 13 for exces-
sively fast responding, resulting in a final sample size of 1757. The 
sample consisted of 1197 women, 540 men, and 9 participants with 
other gender identities; 11 participants did not report their gender. The 
mean age was 39 years (SD = 16 years). Participants were randomly 
assigned to a baseline condition (n = 614), a revaluation condition (n =
569), or a relearning condition (n = 574) in a between-subjects design. 

7.1.2. Materials 
The image of a diamond and the image of smoke used in previous 

studies and the image of the machine used in Studies 3 and 4 were 

retained for use in Study 6. The colored shapes used in previous studies 
were replaced by a new set of five shapes (a circle, a square, a triangle, a 
hexagon, and a star), each created in five different colors (blue, green, 
orange, violet, and yellow) selected to make sure that colorblind par-
ticipants were able to reliably distinguish between any two colors. 
Moreover, a new image of a smaller machine was added to the stimuli 
(see Table 1). 

7.1.3. Procedure and measures 
The procedure and measures were similar to those implemented in 

Studies 1–5. That is, participants learned about the operation of two 
machines, including the difference between causal and co-occurring 
stimuli, in a learning phase, and completed an IAT, followed by 
explicit measures of memory and evaluation, in a test phase. 

The content of the learning phase differed depending on partici-
pants’ condition assignment. In the first part of the learning phase, 
participants in all three conditions (baseline, revaluation, and relearn-
ing) completed the same learning experience, which was followed by a 
second learning experience for participants assigned to the revaluation 
and relearning conditions. 

The first part of the learning phase in all three conditions (which 
constituted the only learning phase in the baseline condition) was 
modeled after the learning phase in Study 4, with some important 
modifications. First, participants were informed about the intended 
operation of two machines. Specifically, they were told that the purpose 
of the two machines was to make diamonds. To be activated, a shape of a 
certain color (causal color) had to touch the activator surface of the first 
machine; if an activator of a different color tethered to the activator of 
the first color (co-occurring color) touched this surface, the machine 
would remain inert. When successfully activated, the first machine 
would dispense a token of a third color (token color), which would enter 
the second machine. The second machine would then dispense a dia-
mond. However, participants were also told that the second machine 
may occasionally malfunction; in these cases, it would break apart and 
emit toxic smoke. Crucially, although the verbal instructions did not 
alert participants to this fact, the first part of the learning phase included 
only trials with the negative outcome (i.e., the second machine mal-
functioning) and no trials with the positive outcome (i.e., the second 
machine dispensing diamonds). 

Following these instructions, participants were exposed to a total of 
12 trials involving the two machines and three of the five sets of colored 
shapes. For each participant, one color was randomly assigned to serve 
as the color ultimately causally responsible for the negative outcome 
(causal color), another color to serve as an inert color that consistently 
co-occurred with the causal color but played no causal role in bringing 
about this outcome (co-occurring color), and a third color to serve as the 
proximate cause of the outcome (token color). Of the 12 trials, eight 
trials were causal trials and four trials were inert trials. The first two 
trials were always causal trials, whereas the order of the remaining trials 
was individually randomized. 

Causal stimuli and co-occurring (inert) stimuli were always shown to 
be tethered to each other. On causal trials, a randomly selected causal 
stimulus was shown to drop onto the activator surface of the first ma-
chine, upon which the light bulb switched on, indicating that the ma-
chine was operational, and the machine emitted a token stimulus. A 
randomly selected co-occurring (inert) stimulus was shown to be con-
nected to the positive causal stimulus but did not touch the activator 
surface of the machine. The token stimulus then entered the second 
machine, which broke apart and emitted toxic smoke. Inert trials 
involved the same stimuli as causal trials; however, instead of the causal 
stimulus, the co-occurring (inert) stimulus touched the activator surface 
of the first machine and the machine was not activated. 

Whereas participants in the baseline condition underwent only the 
learning experience described above, in the revaluation and relearning 
conditions, the first part of the learning phase was followed by a second 
part. After the first part of the learning phase, participants in the 

8 The negative-to-positive rather than positive-to-negative order was selected 
in this study because in Study 5 we found that causal status has a bigger effect 
on implicit (and explicit) evaluations in the positive rather than the negative 
domain. As such, we anticipated that any updating as a result of causal status 
would be more likely when the valence of the outcome is positive rather than 
negative. 
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revaluation condition were informed that the second machine was now 
fixed and worked properly. More precisely, participants were told that, 
as intended, if a shape of the token color entered the second machine, 
the second machine would now produce a diamond. Then they observed 
12 revaluation trials on which, as previously described, a token stimulus 
entered the second machine, upon which the second machine emitted a 
diamond. Crucially, the causal and co-occurring (inert) stimuli were 
neither mentioned in the instructions nor shown in the second part of the 
learning phase. However, participants were told that they should as-
sume that the first machine (although not shown anymore) still func-
tioned the same way as before. 

Participants in the relearning condition received instructions similar 
to participants in the revaluation condition, but they were also addi-
tionally reminded that the first machine worked only if the causal color 
was put on top of the activator. Then they observed twelve trials of 
which 8 were positive causal trials and four were inert trials.9 On pos-
itive causal trials, the causal color activated the first machine, the first 
machine dispensed a token, the token entered the second machine, and 
the second machine dispensed a diamond. As such, similar to the 
revaluation condition, the valence of the outcome was reversed, but 
unlike in the revaluation condition, participants were able to observe the 
entire new causal sequence. The inert trials were identical to the inert 
trials shown during the first part of the learning phase. 

The test phase was similar to the test phase of Studies 1–5, with three 
exceptions. First, participants responded to a manipulation check item 
before the IAT.10 Second, the words “good”, “great,” “fantastic”, 
“pleasant,” and “wonderful” were used as positive attribute stimuli and 
the words “awful,” “bad,” “horrible,” “terrible,” and “unpleasant” were 
used as negative attribute stimuli on the IAT. Third, participants 
completed explicit evaluation items for the causal color, the co- 
occurring color, and the token color on 100-point slider scales whose 
left endpoint, midpoint, and right endpoint were labeled “extremely 
negative,” “neither negative nor positive,” and “extremely positive,” 
respectively. 

7.2. Results 

The distribution of explicit and implicit evaluations is shown in 
Fig. 6. In line with the preregistered prediction on the basis of a pilot 
study, participants exhibited positive explicit (M = 9.98, SD = 29.89) 
and implicit (M = 0.15, SD = 0.50) evaluations in the baseline condition 
indicating a preference for the causal over the co-occurring stimulus. 
This preference most likely emerged as a result of the initial verbal in-
structions, which described the intended operation of the machines. 
Although participants in the baseline condition were exposed only to 
negative trials, these verbal instructions had indicated that the intended 
role of the causal color was to bring about a positive outcome, whereas 
the co-occurring color was causally inert. Given our focus on the com-
parison between the baseline and the revaluation and relearning con-
ditions, this expected but theoretically inconsequential result will not be 
discussed further. 

As predicted, the explicit preference observed in the baseline con-
dition became stronger in both the revaluation (M = 15.61, SD = 38.28) 

and the relearning conditions (M = 20.59, SD = 37.27). Crucially, in line 
with the causal access hypothesis, implicit evaluations shifted in the 
positive direction in the relearning condition (M = 0.21, SD = 0.52) but 
remained equivalent to baseline in the revaluation condition (M = 0.14, 
SD = 0.51). 

7.2.1. Explicit evaluations 
Explicit evaluations significantly differed from each other across the 

three conditions, F(2, 1733) = 13.36, p < .001. Explicit evaluations were 
significantly different from zero in the baseline condition, indicating a 
preference for the causal over the co-occurring color, t(1733) = 6.98, p 
< .001, Cohen’s d = 0.33. This difference in favor of the causal over the 
co-occurring color became significantly larger in both the revaluation, t 
(1733) = 2.73, p = .006, Cohen’s d = 0.16, and the relearning condi-
tions, t(1733) = 5.16, p < .001, Cohen’s d = 0.32. As such, for explicit 
evaluations, all preregistered predictions were confirmed. Finally, in an 
exploratory analysis, we probed whether the relearning and revaluation 
conditions differed from each other and found significantly stronger 
updating in the former than in the latter, t(1733) = 2.37, p = .018, 
Cohen’s d = 0.13. 

7.2.2. Implicit evaluations 
Implicit evaluations significantly differed from each other across the 

three conditions, F(2, 1754) = 3.15, p = .043. Implicit evaluations were 
significantly different from zero in the baseline condition, indicating a 
preference for the causal over the co-occurring color, t(1754) = 7.15, p 
< .001, Cohen’s d = 0.30. This difference in favor of the causal over the 
co-occurring color did not change in the revaluation condition, t(1754) 
= − 0.28, p = .778, Cohen’s d = 0.01, but it became significantly 
stronger in the relearning condition, t(1754) = 2.05, p = .040, Cohen’s d 
= 0.12. As such, for implicit evaluations, all preregistered predictions in 
line with the causal access hypothesis were confirmed. Finally, in an 
exploratory analysis, we probed whether the relearning and revaluation 
conditions differed from each other and found significantly stronger 
updating in the former than in the latter, t(1754) = 2.29, p = .022, 
Cohen’s d = 0.13. 

7.2.3. Exploratory Bayesian analyses 
We also conducted exploratory Bayesian analyses to compare the 

relative plausibility of three hypotheses in light of the data. A strong 
version of the causal computation hypothesis would predict that 
responding in the revaluation and relearning conditions should be 
equivalent and explicit evaluations in both of these conditions should be 
more positive than in the baseline condition. A weak version of this 
hypothesis predicts that both the revaluation and the relearning condi-
tion should be more positive than the baseline condition; however, these 
two conditions may not be equivalent to each other. Finally, the causal 
access hypothesis predicts that the baseline and revaluation conditions 
should be equivalent to each other, and the relearning condition should 
be more positive than both. 

With explicit evaluations as the dependent measure, the weak 
version of the causal computation hypothesis was found to provide the 
best description of the data. This hypothesis clearly outperformed the 
causal access hypothesis, BF = 4.22, and to some degree also the strong 
version of the causal computation hypothesis, BF = 1.73. In addition, the 
weak causal computation hypothesis also outperformed the null hy-
pothesis (under which all three condition means are predicted to be 
equal), BF = 3088.98, and the full model (under which any pattern of 
condition means is permissible), BF = 6 ∈ [0, 6]. 

However, with implicit evaluations as the dependent measure, 
exploratory Bayesian analyses indicate that the causal access hypothesis 
provides the best fit with the data. This hypothesis outperformed both 
the strong, BF = 15.32, and the weak versions of the causal computation 
hypothesis, BF = 21.47. In addition, the causal access hypothesis also 
(weakly) outperformed the null hypothesis, BF = 1.24, and convincingly 
outperformed the full model BF = 5.96 ∈ [0, 6]. 

9 Given that we sought to keep the total number of trials constant across the 
revaluation and relearning conditions, the revaluation condition contained 
more causal trials (12) than the relearning condition did (8). Based on this 
difference, the revaluation condition could have been expected to spuriously 
produce stronger learning than the relearning condition. However, as explained 
below, we obtained the opposite pattern of results on both the explicit and the 
implicit measure. As such, this incidental feature of the design does not un-
dermine our conclusions. We thank an anonymous reviewer for alerting us to 
this issue.  
10 Results on the manipulation check item, which were in line with theoretical 

predictions, are available on OSF (https://osf.io/afwyk/). 
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7.3. Discussion 

In Study 6, we probed the nature of the mental representations un-
derlying the sensitivity of implicit evaluations to causal information. 
Specifically, in a baseline condition, participants learned the causal 
sequence A → B → SMOKE, along with the fact C is perfectly correlated 
with A but does not cause B. Subsequently, the initially negative 
outcome (smoke) was replaced with a positive outcome (diamonds). In 
the revaluation condition, participants were exposed only to the new 
causal relation B → DIAMONDS, whereas in the relearning condition, 
the entire new causal sequence was shown (A → B → DIAMONDS). 

Explicit evaluations were significantly updated in the expected di-
rection in both cases, suggesting that they are supported by flexible 
online computations over a causal model or the propositional repre-
sentations encoding the details of such a model. By contrast, implicit 
evaluations shifted only in the relearning but not in the revaluation 
condition, thus providing initial evidence for the causal access hypoth-
esis. The latter result suggests that implicit evaluation may emerge from 
relatively compressed value representations precompiled in a causally 
informed manner during initial learning rather than from online com-
putations over a causal model. 

8. General discussion 

We conducted six experiments to probe the sensitivity of implicit 
evaluations to causal structure and to explore the cognitive mechanisms 
underlying such sensitivity. In Studies 1A and 1B, implicit evaluations of 
causal stimuli were found to be more positive than implicit evaluations 
of co-occurring stimuli, although co-occurring stimuli appeared closer to 
inherently positive stimuli in both space and time. In Study 2, we 
replicated the same result in a design relying exclusively on observa-
tional learning in the absence of any verbal instructions on the operation 
of the machine. In Study 3, we eliminated two possible confounds 
inherent to the design of Studies 1 and 2: temporal primacy (Carney & 
Banaji, 2012) and attentional capture by valenced stimuli (Theeuwes & 
Belopolsky, 2012). In Study 4 we showed that causal objects inherit the 

valence of the events that they cause. And, in Study 5, we demonstrated 
that objects that cause the appearance of positive stimuli are evaluated 
more positively on implicit measures than objects caused by the 
appearance of positive stimuli. As such, the results of Study 5 make it 
unlikely that the results of Studies 1–4 had emerged merely due to 
increased attention to or deeper processing of causal relative to mere 
statistical relationships. 

The most parsimonious explanation for this set of results is that 
implicit evaluation is not exclusively sensitive to statistical relatedness 
but is instead also responsive to differences in causal status. This finding 
is difficult to reconcile with those dual-process theories in psychology 
and philosophy that posit the existence of an implicit system that rep-
resents co-occurrence information alone and is fully impervious to 
causal relationships (e.g., Gendler, 2008; Lieberman et al., 2002; Madva, 
2016; Sloman, 1996; Smith & DeCoster, 2000; Strack & Deutsch, 2004). 
Neither are the present findings easily accounted for by augmented 
versions of associative learning, such as the Rescorla–Wagner model 
(Rescorla & Wagner, 1972), given that causal and co-occurring stimuli 
in Studies 3 and 4 did not differ from each other in terms of their tem-
poral or statistical relationship with positive and negative outcomes, 
either within or across trials. 

In contrast, the sensitivity of implicit evaluations to causal structure 
is consistent with theories that posit a role for causal information in 
implicit evaluation (e.g., De Houwer, 2018; Kurdi & Dunham, 2020; 
Mandelbaum, 2016; Sloman, 2014). As such, the present findings accord 
with prior research showing that implicit evaluations of individuals who 
cause bad (or good) events are more negative (or positive) than implicit 
evaluations of individuals who merely co-occur with such events (e.g., 
Hughes et al., 2018). Moreover, they extend this line of work by sys-
tematically demonstrating a role of causal structure in implicit evalua-
tions of nonsocial targets, and by providing evidence for the idea that 
implicit evaluation is sensitive to the distinction between causes and 
effects rather than simply assigning a general evaluative bonus to any 
stimulus participating in a causal relationship. Additionally, in extend-
ing work by Gawronski and colleagues (Gawronski & Brannon, 2021; 
Heycke & Gawronski, 2020; Hu et al., 2017), the current results show 

Fig. 6. Distribution of explicit and implicit evaluations (Study 6), displayed in standardized units to ensure comparability. The dashed line shows neutrality and the 
solid dot shows the mean, with error bars corresponding to 95% confidence intervals. Positive scores indicate preference for causal over the co-occurring (inert) 
stimulus. Differences between conditions significant at p < .05 are marked *, at p < .01 are marked **, and at p < .001 are marked ***; n.s. = not significant. 
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that implicit evaluations can reflect causal status learned under condi-
tions that do not involve language as a privileged source of causal in-
formation. Notably, such effects seem to emerge even when causal 
information reflects relatively fine-grained differences, such as the 
distinction between causes and effects. 

Finally, in Study 6, we asked whether implicit evaluations merely 
access representations generated from causal principles, or whether they 
spontaneously compute over causal principles. According to recent 
theoretical perspectives, implicit and explicit evaluation share the 
ability to perform online computations over causal models (Sloman, 
2014), or they operate over the same propositional representations 
encoding relational information, including causal relationships (De 
Houwer, 2018; Mandelbaum, 2016). Seemingly contrary to this view, in 
Study 6, only explicit evaluations could flexibly incorporate new causal 
information requiring online use of a causal model; implicit evaluations 
did not. 

According to this model participants might, of course, have pre-
compiled the novel causal relation implied by the stimuli that they had 
encountered offline, prior to completing the IAT. Had they done so, this 
causal relation could have been reflected by their IAT performance. This 
kind of spontaneous precompilation has been observed in other exper-
imental settings (e.g., Gershman et al., 2014), although its linkage to the 
IAT, or implicit evaluations more generally, remains to be demon-
strated. However, it appears that participants in the present experiment 
did not spontaneously precompile the novel causal relation, or at least 
not in a format available to the automatic processes underlying IAT 
performance. 

Naturally, this raises the question: When do people spontaneously 
precompile the kinds of representations over which automatic processes 
operate, and when do they not? This question is a very general one: 
There are many representations that could, in principle, be precompiled 
but are usually not (e.g., the sum 1234 + 945 =?), whereas there are 
others that generally are (e.g., the words one will use to propose to a 
would-be spouse). As such, we leave it for future work to develop an 
overarching theory of when and how “offline” cognitive resources are 
invested to precompile representations in a way that is useful for future 
thought and action (see e.g., Icard, Cushman, & Knobe, 2018; Mattar & 
Daw, 2018). More specifically, it remains to be seen whether and under 
what conditions such processes of “representational exchange” affect the 
representations that are available to automatic, implicit processes. 

Another important avenue for future research is to assess whether 
automatic processes have the general capacity to compute over causal 
principles although this capacity was not invoked, or its effect was not 
detected, in Study 6. We cannot rule out these possibilities decisively, 
but regard each as implausible. First, it is conceivable that automatic 
processes can compute causal relations in general but did not do so in 
Study 6 specifically. This is unlikely for three reasons: The causal 
inference was easy to make; it was highly task-relevant; and participants 
readily performed it when responding to the explicit measure of evalu-
ation (and the manipulation check completed before the IAT). Second, it 
is possible that automatic processes did compute a novel relation over 
causal principles in Study 6, but that we did not detect it. For instance, 
perhaps novel relations available to automatic processes sometimes fail 
to “overwrite” preexisting relations, as has been suggested in prior 
research using the IAT (e.g., Gregg, Seibt, & Banaji, 2006). However, the 
relearning condition in Study 6 illustrates precisely such a case of 
“overwriting”, but in a setting where the novel causal relation need not 
be computed but is instead visually manifest during learning. Still, 
future work should provide more stringent and extensive tests of the 
hypothesis that automatic processes can access, but not compute, novel 
relations derived from causal principles. 

These limitations notwithstanding, the present findings expand on 
recent results by Kurdi et al. (2019) who also used the distinction be-
tween model-based online computation and precompiled value repre-
sentation to examine the representational structures underlying implicit 
evaluation. Using a paradigm similar to the one implemented in Study 6 

of the present paper, Kurdi and colleagues found that causal information 
can be used to revise implicit evaluations only to the extent that par-
ticipants experience the entirety of a new causal chain and not when 
updating would require productively combining multiple parts of a new 
causal model online. However, crucially, in the experiments by Kurdi 
et al. (2019), the initial difference in evaluation between the two targets 
was due to a difference in the valence of their consequences. By contrast, 
in the present Study 6, the focal stimuli consistently co-occurred with 
outcomes of the same valence but differed in causal status. 

An element of the present findings from Study 6 also dovetails with 
prior work by Fernbach and Sloman (2009). Specifically, in this study 
we found that implicit evaluations were sensitive to relearning involving 
the full causal chain but not to a revaluation manipulation that would 
have required productively recombining two pieces of information 
learned on separate occasions over. Although the experiments con-
ducted by Fernbach and Sloman differ in their procedure, they also 
suggest that participants have an easier time making accurate causal 
inferences in situations where all relevant information is presented 
within the same trial (e.g., A → B → DIAMONDS) than in situations in 
which the same information is presented across different sets of trials (e. 
g., A → B and B → DIAMONDS). Crucially, however, Fernbach and 
Sloman (2009) used only explicit measures of causal judgment. By 
contrast, the present results show that implicit evaluations can remain 
insensitive to the second type of learning even when explicit evaluations 
(and explicit reports of causal structure) are sensitive to it. 

More generally, Kurdi and Dunham (2020) have recently suggested 
that implicit evaluations should be amenable to updating to the extent 
that updating does not require access to high-dimensional details of the 
original learning experience, such as the original causal model in the 
present studies. This view shares an important commonality with 
propositional theories (e.g., De Houwer, 2018; Mandelbaum, 2016) in 
that it recognizes the possibility that implicit evaluation, much like 
explicit evaluation, can be sensitive to a wide range of inputs beyond 
mere co-occurrence, including causal relationships, as well as in-
structions about stimulus relations (De Houwer, 2006), mental state 
reasoning (Kurdi et al., 2020), and normatively accurate and inaccurate 
applications of propositional logic (Kurdi & Dunham, 2021). 

However, in opposition to propositional theories, Kurdi and Dunham 
(2020) have suggested that explicit and implicit evaluation may differ 
from each other in the format of the representations on which they rely. 
Specifically, the former are thought to reflect high-dimensional details 
of past learning, whereas the latter are thought to emerge from com-
pressed, low-dimensional representations of the same information. As 
such, implicit processes may enable swift automatic responding to 
stimuli encountered in the environment while at the same time retaining 
some (albeit limited) ability to draw on representations of complex re-
lationships among such stimuli. The present studies offer initial support 
for this view. 

The proposal by Kurdi and Dunham (2020) shares important com-
monalities not only with propositional accounts of implicit evaluation 
but also with the associative–propositional evaluation (APE) model 
(Gawronski & Bodenhausen, 2006, 2018). The APE model posits that 
implicit measures principally tap associative representations, while 
explicit measures typically tap propositional representations. From this 
standpoint, causal relationships might not be predicted to influence 
patterns of responding on the IAT. However, importantly, the APE 
model allows for relational information to influence implicit evaluations 
under a limited set of conditions. However, currently, it cannot generate 
strong predictions about when this will occur. From the perspective of 
the APE model, the present findings illustrate an important influence of 
this kind and thus help identify the set of conditions under which im-
plicit evaluations can show sensitivity to relational information. Alter-
natively, from the perspective of the proposal by Kurdi and Dunham 
(2020), they confirm a central, a priori prediction that implicit and 
explicit evaluations should both be sensitive to relational information 
(Studies 1–5) but that the former should rely on memory structures that 
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represent this information in a cached, more compressed format (Study 
6). 

In addition to these main findings, an initially unexpected result 
emerged from Studies 4 and 6: The difference in both explicit and im-
plicit evaluations between causal and noncausal stimuli was attenuated 
when the outcome was negative rather than positive. While we are 
unable to conclusively explain this result here, we can speculate about 
some alternatives that may be tested in future work. The result may be 
specific to causal learning. Specifically, causal stimuli (perhaps given 
their greater potency than merely predictive stimuli) may by default be 
associated with positivity. Such positivity may then be reduced as a 
result of an opposing process when outcomes are negative. Alterna-
tively, as a result of negativity dominance (Rozin & Royzman, 2001), 
information about negative events may simply drown out many other 
forms of information, including information about causality and other 
forms of relational information. In line with the latter possibility, a 
recent meta-analysis has found that both explicit and implicit evalua-
tions tend to be more sensitive to relational information in the positive 
than in the negative domain (Kurdi, Morehouse, & Dunham, 2022). 

The asymmetry between positive and negative outcomes adds to the 
complexity of the present findings, but it does not challenge our inter-
pretation of them. Across all studies reported in the present paper, the 
results allow for two parsimonious explanations. First, the results may 
be accounted for by two additive effects: as hypothesized, enhanced 
sensitivity to valence for casual (vs. merely associated) stimuli and, 
unexpectedly, enhanced positivity for causally efficacious (vs. causally 
inefficacious) stimuli. Second, the results may be accounted for by an 
interaction, such that implicit evaluations are especially sensitive to 
factors that cause (vs. predict) positive outcomes, but are not especially 
sensitive to factors that cause (vs. predict) negative outcomes. In either 
case, it is clear that implicit evaluation can be sensitive to the difference 
between causal versus merely predictive relations. 

In the present project, we chose to examine several variations to the 
same paradigm to be able to generate inferences about that paradigm 
with a high degree of internal validity. We hope that future work will 
expand on the current studies in multiple ways. First, given that the 
present experiments all relied on the same basic procedure, our argu-
ment should be understood as a proof of concept about the ability of 
implicit evaluation to reflect causal information; the generality and 
boundary conditions of this effect remain to be investigated. For 
instance, it is unclear whether implicit evaluations would be sensitive to 
causal information under incidental encoding conditions or encoding 
conditions involving cognitive load (see Fan, Bodenhausen, & Lee, 
2021). 

Second, to ensure the comparability of results, all of the present 
experiments relied on the same implicit measure. However, different 
implicit measures are characterized by subtly different modes of oper-
ation (De Houwer & Moors, 2010). As such, it may be instructive to 
replicate the present results using implicit measures other than the Im-
plicit Association Test. 

Third, although the effects of causal information on implicit (and 
explicit) evaluation were robust in the present experiments, they tended 
to be quite small in size. Related to the more general point about 
boundary conditions above, future work should investigate whether 
these effects are generally small, or whether larger effects may be pro-
duced by implementing stronger manipulations or relying on paradigms 
different from the one used here. 

9. Conclusion 

Across six studies, we provide evidence against the idea that implicit 
evaluation reflects exclusively co-occurrence information and is 
impervious to causal structure. This may be how we seem to know 
immediately and intuitively that acting dour and buying diapers won’t 
increase a couple’s chances of conception. However, such knowledge 
seems to be activated immediately and intuitively not because implicit 

evaluation is mediated by online consultation of a causal model but 
rather because it can query precompiled representations derived from a 
causal model offline. 
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